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ABSTRACT: Large public gatherings--religious congregations, festivals, concerts, political rallies and sporting 

events--continue to be the setting for fatal crowd-crush  incidents, and the manual monitoring methods that most event 

organizers still depend on are rarely fast enough to catch a dangerous crowd condition before it turns into a stampede. 

This paper reviews recent research on automated stampede detection and prediction, with particular attention to 

systems built around object detection (YOLO), optical flow, and deep learning-based motion analysis such as LSTM. 

The reviewed works are compared to understand which systems merely detect a stampede once it is already underway 

and which are capable of flagging risk earlier, from the build-up in crowd density and the onset of chaotic movement. 

The review finds that most published systems examine a single signal at a time—either crowd density or crowd 

motion—and stop at detection rather than prediction, and that few combine an AI-based forecasting layer with a usable, 

real-time alerting interface. Building on these observations, this paper also lays out a proposed Stampede Prediction 

and Alert System that detects people with YOLO26, estimates crowd density on a per-region grid rather than a single 

venue-wide count, and computes a weighted risk score from density, the rate at which a region's crowd is growing, and 

detection-confidence stability, classifying the result into five levels from Safe to Critical. The growth-rate term is what 

gives the score predictive rather than purely reactive behaviour. Uploaded video and live camera feeds are handled 

through a single shared detection pipeline, a fading heatmap overlay highlights hot zones for a human operator, and the 

system automatically emails registered authority accounts once risk reaches High or Critical, with a cooldown to 

prevent repeated near-duplicate alerts. 

 

KEYWORDS: Stampede Prediction, Crowd Monitoring, Computer Vision, YOLO, Optical Flow, Deep Learning, 

Crowd Density Estimation, Real-Time Alert System. 

 

I. INTRODUCTION 

 

Large public gatherings—religious congregations, festivals, concerts, political rallies and sporting events—routinely 

draw crowds well beyond what any organizer can watch by eye, and once a crowd's density or movement crosses a 

certain threshold, the resulting crush can injure or kill people within minutes. A look at past stampede incidents shows 

how unevenly this risk is distributed: religious mass gatherings account for the large majority of recorded cases, with 

miscellaneous public gatherings and political gatherings making up much smaller shares [4]. This concentration of risk 

in high-density devotional and festival settings is part of what motivates this review. 

 

Traditional crowd management still leans heavily on human observers stationed around a venue, radio communication 

between them, and visual judgment calls, all of which introduce delay exactly when speed matters most. Computer 

vision changes this equation, since the CCTV cameras already installed at most large venues for security purposes can, 

with the right models running behind them, estimate crowd density, track movement patterns, and flag abnormal 

behavior automatically, often before a human observer on the ground would notice anything wrong. This is the premise 

behind the Stampede Prediction and Alert System reviewed and proposed in this paper: rather than waiting until a 

stampede is visibly underway, the system is intended to catch the build-up—unusually high density combined with 

sudden or chaotic movement—and pass that information to event authorities as an early warning rather than an after-

the-fact report. 
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Recent work has approached pieces of this problem from different angles. YOLO-based object detectors combined with 

optical flow have been used to judge both how crowded a scene is and how erratically the people within it are moving, 

feeding the result into a live dashboard [1]. Other systems pair YOLO with a tracking algorithm such as DeepSORT 

and a sequence model such as LSTM to project how a crowd's state is likely to evolve over the next few frames, rather 

than only describing its current state [2]. Purely vision-based systems built around convolutional networks and optical 

flow, without an explicit prediction stage, report high detection accuracy but are designed to recognize a stampede once 

it has started rather than to forecast the risk of one occurring [3],[5]. What is comparatively rare, and what this review 

pays particular attention to, is work that combines density analysis and motion analysis together and treats the problem 

as prediction rather than pure detection—flagging a rising risk before, rather than after, a stampede becomes visible on 

camera. 

 

This paper therefore surveys the recent literature on stampede detection and prediction, identifies where the existing 

systems fall short of true early-warning behavior, and outlines the architecture of a proposed Stampede Prediction and 

Alert System designed to close that gap using YOLO-based person detection, grid-based density estimation combined 

with a growth-rate signal, and role-restricted, real-time email alerting aimed at event authorities. 

 

II. PROBLEM IDENTIFICATION 

 

● Manual Monitoring is Too Slow: crowd management at most large events still depends on human observers 

scanning CCTV feeds or watching the venue directly, which does not scale to gatherings of tens of thousands of 

people and rarely catches a dangerous build-up in time. 

● Detection-Only Focus: much of the published work on this problem stops at recognizing that a stampede is 

already happening rather than predicting the risk of one occurring, leaving authorities with very little time to act. 

● Single-Signal Analysis: several existing systems examine crowd density or crowd motion in isolation, when a 

reliable early-warning system needs to weigh both together, since a dense but orderly crowd carries a very 

different risk than a sparse but chaotic one. 

● Limited AI-Based Forecasting: some detection systems rely mainly on classical computer-vision techniques such 

as optical flow and do not incorporate a learning-based forecasting layer capable of flagging a risk trend before it 

fully materializes. 

● Weak Alerting Integration: several academic prototypes demonstrate strong detection accuracy in isolation but do 

not close the loop with a usable, real-time alerting interface that event authorities can actually act on during a live 

event. 

 

III. LITERATURE SURVEY 

 

A) Literature Reviews 

Borude, Navale, Chavhan and Solanki (2026) combined a YOLOv11 detector with optical-flow-based motion analysis 

and streamed the results to a FastAPI-driven dashboard, aiming to flag stampede risk early by reading crowd density 

and chaotic movement together rather than as separate signals. The paper is directly relevant to the system proposed 

here because it demonstrates that density and motion can be fused into a single early-warning signal, though the authors 

note that most existing systems still analyze only one of the two, which is precisely the gap their own work addresses 

[1]. 

 

A separate 2025 study on stampede prediction paired YOLOv11 with the DeepSORT tracking algorithm and an LSTM 

sequence model over CCTV footage, generating automated alerts once the tracked crowd behavior indicated an 

emerging risk. This tracking-plus-forecasting combination is useful evidence that a model can be trained to anticipate a 

crowd's trajectory rather than only classify its current frame, although the authors report that the motion-analysis 

component and the validation of predicted risk levels remain comparatively underdeveloped [2]. 

 

Shukla and Singh (2026) proposed "STOPEDE," a stampede detection system built around classical computer-vision 

techniques and crowd motion analysis, capable of recognizing abnormal crowd behavior and issuing real-time alerts. Its 

main limitation, by the authors' own account, is that it does not incorporate an AI-based forecasting model such as 

YOLO or LSTM, which restricts it to detecting a stampede rather than forecasting one [3]. 
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Verma and Mittal (2024) presented a real-time stampede detection system built on convolutional neural networks and 

optical-flow analysis of CCTV video, reporting high detection accuracy and timely alerts to authorities. Like several 

other systems reviewed here, its design is oriented toward recognizing a stampede as it happens rather than forecasting 

the risk of one occurring beforehand [4]. 

 

Cob-Parro, Losada-Gutiérrez and Marrón-Romera (2025) developed a stampede detector based on deep learning 

models applied to dense optical flow, reporting a detection accuracy of 98.53 percent on their test data. The result is a 

strong demonstration of how far pure motion-analysis techniques can be pushed for detection accuracy, but the authors 

are explicit that the system is built for detection and alert generation after the fact rather than early prediction [5]. 

 

B) Literature Summary 

● Stampede-related research broadly splits into detection systems, which recognize a stampede once it is visibly 

underway, and the smaller body of prediction-oriented systems, which try to flag rising risk beforehand 

[1],[2],[3],[4],[5]. 

● YOLO-family object detectors are the most common building block across recent systems, typically paired with 

either optical flow or a tracking algorithm such as DeepSORT for motion information [1],[2]. 

● Sequence models such as LSTM appear in the more forecasting-oriented systems, since they can project how a 

tracked crowd state is likely to change over the following frames rather than only describing the current one 

[2],[5]. 

● Dense optical-flow-based detectors report very high accuracy figures on benchmark footage, showing that motion 

analysis alone is a strong signal for stampede events, even without an explicit forecasting stage [5]. 

● Very few of the reviewed systems combine density estimation and motion analysis in a single model, and fewer 

still pair that analysis with a deployable, real-time alerting dashboard aimed at event authorities [1],[3]. 

 

C) Research Gap 

● Most existing systems analyze either crowd density or crowd motion, rarely both together, even though the two 

signals capture different and complementary aspects of stampede risk. 

● The majority of the reviewed literature is oriented toward detecting a stampede after it has started rather than 

predicting the risk of one occurring while there is still time to intervene. 

● Systems that do incorporate forecasting models such as LSTM report that their motion-analysis components and 

risk-validation methods are still comparatively underdeveloped. 

● Few studies describe a complete, deployable pipeline that goes from video input through analysis to a real-time 

alert reaching an actual event authority, rather than stopping at offline detection accuracy. 

● There is limited published work on lightweight, web-based dashboards that can display live stampede-risk status 

to non-technical event staff during an ongoing event. 

 

IV. RESEARCH METHODOLOGY 

 

A) Criteria for Selecting This Study 

● Relevance: studies were selected because they directly address detecting or predicting stampede risk from CCTV 

or crowd-video data. 

● Recency: preference was given to 2024–2026 publications so the review reflects the current generation of 

detection and tracking models. 

● Methodological Diversity: works using object detection, optical flow, tracking-based methods and sequence-

model forecasting were all included so the comparison is not limited to one technique family. 

● Deployment Relevance: studies that reported a working pipeline, an alerting mechanism, or a reported accuracy 

figure were prioritized, since these matter directly to a real-time safety system. 

● Comparative Value: the selected studies differ meaningfully in technique and in whether they detect or predict, so 

the comparison table below is informative rather than repetitive. 

 

B) Method of Analysis 

● Literature Collection: recent papers and preprints on stampede detection, crowd-motion analysis and crowd-

density estimation were gathered from research repositories and journal databases. 

● Thematic Classification: papers were grouped into detection-focused and prediction-focused approaches, and 

further noted for whether they analyze density, motion, or both. 
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● Gap Identification: each paper's stated limitation was recorded so the review could identify where, collectively, 

the existing literature falls short of a true early-warning system. 

● Architecture Mapping: findings were mapped against a lightweight, browser-facing system design to judge which 

techniques are realistic for a real-time, low-latency deployment. 

 

C) Comparison and Analysis 

 

Year Paper Name Methodology Key Findings Research Gap 

2026 Real-Time Stampede 

Risk Detection With 

YOLOv11 and Optical 

Flow 

YOLOv11 + Optical 

Flow + FastAPI 

Dashboard 

Detects stampede risk 

early using crowd density 

and chaotic movement. 

Existing systems analyze 

only density or motion, 

not both together for early 

prediction. 

2025 Stampede Prediction by 

Using AI 

YOLOv11 + 

DeepSORT + LSTM + 

CCTV Monitoring 

Real-time stampede 

prediction with automated 

alerts. 

Limited focus on motion 

analysis and advanced risk 

validation. 

2026 “STOPEDE” – A 

Stampede Detection 

System 

Computer Vision + 

Crowd Motion Analysis 

Detects abnormal crowd 

behavior and sends real-

time alerts. 

Does not use AI-based 

prediction models (e.g., 

YOLO/LSTM) for 

forecasting stampedes. 

2024 Real Time Stampede 

Detection System Using 

Computer Vision 

CNN + Optical Flow + 

CCTV Video Analysis 

Detects stampedes in real 

time and alerts authorities 

with high accuracy. 

Focuses on detection 

rather than early 

prediction of stampede 

risk. 

2025 Stampede Detector 

Based on Deep Learning 

Models Using Dense 

Optical Flow 

Dense Optical Flow + 

LSTM 

Detects stampedes with 

98.53% accuracy. 

Focuses on detection 

rather than early 

prediction and alert 

generation. 

 

V. PROPOSED SYSTEM 

 

Building on the gaps identified above, the proposed Stampede Prediction and Alert System is built around a single 

shared detection-and-scoring pipeline that both uploaded video and live camera feeds pass through, followed by 

heatmap visualization and role-restricted email alerting to event authorities. The detection, density estimation, risk-

scoring, heatmap, alerting and storage components below are implemented and running; a trained deep-learning risk 

classifier and formal quantitative evaluation are future work, discussed in Sections VI and VII. 

 

A) System Architecture 

● Input: video enters the system in one of two ways — a user can upload a recorded video file, or connect a live 

camera (webcam, RTSP CCTV feed, or a phone acting as an IP camera). Both paths feed into the same 

downstream detection pipeline, a deliberate design choice rather than two separate systems. 

● Person Detection: every frame is passed through YOLO26, a pretrained object detector. Its output is filtered down 

to the “person” class, giving a per-frame count and location of every person in view. 

● Grid-Based Density Estimation: rather than counting people across the whole frame, the frame is divided into a 

grid of cells and people are counted per cell. This matters because a stampede usually starts in one specific spot — 

a gate, a bottleneck, a narrow corridor — rather than because the entire venue is crowded; a single total headcount 

would hide that. 

● Risk Scoring: a weighted risk score is computed per grid cell from three signals — density (how packed the cell 

currently is), growth rate (how fast the person count in that cell has been increasing over recent frames), and 

confidence stability (how consistent the detections have been). The combined score is classified into five levels: 
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Safe, Low, Medium, High and Critical. The growth-rate term is what makes the score predictive rather than 

reactive: density alone describes the present state, while growth rate indicates where a cell is heading. 

● Heatmap Generation: density values accumulate into a buffer that fades gradually over time rather than resetting 

every frame, and are then colour-mapped and overlaid on the video so a human operator can see hot zones 

visually rather than as raw numbers. 

● Alerting: when a cell's risk score reaches High or Critical, the system automatically identifies every account 

flagged as admin/authority in the database and sends them an email; regular user accounts receive nothing. A 

cooldown timer prevents a single sustained dangerous period from triggering dozens of near-identical emails. 

● Storage: every session, whether from an upload or a live feed, is logged with its peak crowd count, final risk level, 

and a full timestamped history of every alert raised, stored in a relational database for later reporting and analysis. 

 

B) Two Data-Handling Patterns 

● Uploaded Video: processed as a complete file, frame by frame, sequentially, with results saved once processing 

finishes — straightforward batch processing. 

● Live Camera: frame capture and frame analysis run as two separate processes that exchange frames through the 

Fluvio message broker in a producer-consumer pattern, decoupling “capturing frames from the camera” from 

“running detection on them” — a design that matters for later extension to multiple cameras. If the broker is 

unavailable, the system automatically falls back to passing frames directly between the two processes, so live 

monitoring never simply breaks. 

 

C) Technology Stack 

● Frontend: HTML, CSS and JavaScript, with live status pushed to the interface using Server-Sent Events (SSE). 

● Backend: Flask, a Python web framework, handling incoming requests and running the analysis pipeline. 

● Detection: Ultralytics YOLO26, a pretrained object detector filtered to the person class, for real-time detection on 

incoming frames. 

● Video Processing: OpenCV (cv2) for video and image capture, frame processing, and heatmap overlay drawing. 

FFmpeg-based output re-encoding is planned but not yet built. 

● Messaging: Fluvio, used as a producer-consumer message broker to stream frames from live-camera capture to the 

analysis process, with an automatic direct-passthrough fallback if the broker is unavailable. 

● Data Storage: a relational database persists each session's peak crowd count, final risk level, timestamped alert 

history, and the registry of admin/authority accounts used for alert routing. 

● Hosting: a local development environment initially, with the design left open to deployment on cloud platforms or 

edge devices as the project matures. 

 

VI. TRENDS, ADVANCEMENTS AND CHALLENGES 

 

A) Trends 

● Research is shifting from pure stampede detection toward systems that attempt to forecast risk, using tracking and 

sequence models rather than single-frame classification alone [2],[5]. 

● YOLO-family detectors are converging as the default first stage in nearly every recent system, with newer, lighter 

versions (YOLOv11 and beyond) being adopted for real-time performance [1],[2]. 

● Combining density estimation with motion analysis, instead of relying on either alone, is emerging as the more 

informative approach to early risk detection [1]. 

 

B) Advancements 

● Pairing YOLO-based detection with DeepSORT-style tracking allows a system to follow individuals or groups 

across frames rather than analyzing each frame in isolation, which is a meaningful step toward genuine prediction 

[2]. 

● Dense optical-flow techniques, even without a learning-based forecasting layer, have reached detection accuracies 

above 98 percent on benchmark footage, showing how strong a purely motion-based signal can be [5]. 

● Lightweight dashboard architectures using SSE and a simple POST-based status API demonstrate that a usable 

real-time alerting layer does not require heavy infrastructure to be effective [1]. 

● Producer-consumer streaming architectures with an automatic fallback path, as used for live-camera processing in 

the proposed system, remove the message broker as a single point of failure without adding complexity to the 

detection pipeline itself. 
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C) Challenges 

● Combining density and motion analysis into a single, well-validated risk score is harder than analyzing either 

signal on its own, and few published systems have attempted it rigorously. 

● Most reported accuracy figures come from offline or benchmark footage rather than live, real-world deployments 

at an actual large-scale event, leaving real-world performance under-explored. 

● Different venues vary widely in camera placement, lighting and crowd composition, which complicates 

transferring a model trained in one setting to another. 

● Predicting risk early enough to be actionable, without generating so many false alerts that authorities begin to 

ignore them, remains a difficult balance to strike. 

● Closing the loop from detection to a real-time alert that a non-technical event authority can act on quickly is still a 

comparatively under-addressed engineering problem. 

● The proposed system's own risk score is currently a hand-tuned weighted formula rather than a trained classifier, 

and it has not yet been benchmarked against a labeled dataset or the baseline methods surveyed in this review; this 

quantitative evaluation gap applies to the proposed system as much as it does to parts of the surveyed literature. 

 

VII. DISCUSSION 

 

The literature reviewed here confirms that stampede risk has two main, complementary signals—how dense a crowd is 

and how erratically it is moving—and that systems analyzing only one of the two are missing information the other 

could supply. It also confirms that the field, as a whole, is still weighted toward detection rather than prediction: most 

systems are built to recognize that a stampede is happening, not to forecast that one is becoming likely. 

 

The proposed Stampede Prediction and Alert System responds to this by combining grid-based density with a growth-

rate signal and confidence stability into a single weighted risk score, rather than relying on density or motion in 

isolation, and by pairing that score with a fading heatmap and role-restricted email alerting rather than stopping at 

offline detection accuracy. Four aspects distinguish it from the reviewed literature: growth-rate-augmented risk scoring, 

which is what makes the score predictive rather than purely reactive; a single pipeline shared by both uploaded and live 

video, rather than two separate systems; a fault-tolerant streaming path for live camera feeds that falls back to direct 

frame-passing if the Fluvio broker is unavailable; and role-restricted automated alerting, which pages only 

admin/authority accounts and closes the detection-to-response loop without constant human monitoring. 

 

It is important to be precise about what has and has not been built. Detection, grid-based density estimation, risk 

scoring, the heatmap, live streaming with its broker fallback, and role-restricted alerting are implemented and running. 

The risk score itself, however, is currently a hand-tuned weighted formula rather than a trained model, so it should not 

be described as deep-learning-based risk prediction. Likewise, the system has not yet been evaluated quantitatively: 

there is no labeled test dataset, no accuracy figure, and no comparison against the baseline methods surveyed in Section 

III. Closing this evaluation gap, alongside the planned CNN-based risk classifier, cross-validation module and analytics 

dashboard, is necessary before the system's predictive performance can be compared against the literature on equal 

footing, and future work should also test the pipeline against real-world venue footage rather than benchmark datasets 

alone. 

 

VIII. OUTCOMES AND ADVANTAGES 

 

● Early Stampede Prediction: flags the possibility of a stampede by combining per-region crowd density with its 

growth rate in real time, rather than waiting for a stampede to be visibly underway. 

● Real-Time Alert Generation: sends immediate alerts to security personnel or event organizers as soon as 

overcrowding or abnormal crowd behavior is detected. 

● Improved Public Safety: helps prevent accidents, injuries and loss of life by enabling a timely response. 

● Efficient Crowd Management: assists authorities in monitoring and controlling large gatherings more effectively 

than manual observation alone. 

● Continuous Crowd Monitoring: provides ongoing surveillance of crowded areas using existing cameras and 

automated analysis rather than round-the-clock human attention. 

● Quick Decision Support: supplies real-time information that helps security teams respond faster during an 

emergency. 
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IX. APPLICATIONS 

 

● Religious Gatherings: helps monitor large crowds during festivals and pilgrimages to predict overcrowding and 

send alerts before a stampede occurs. 

● Railway Stations: detects crowd congestion on platforms and at entry and exit gates, allowing authorities to 

manage the crowd safely. 

● Airports: helps manage passenger flow at security checkpoints and boarding gates to reduce congestion. 

● Stadiums: helps ensure crowd safety during sports events and concerts by identifying risky crowd movements. 

 

X. CONCLUSION 

 

This review has looked at recent research on stampede detection and prediction and found a consistent pattern: object 

detectors, most often from the YOLO family, are the common starting point, but most systems still analyze density or 

motion in isolation and stop at recognizing a stampede rather than forecasting the risk of one. The systems that do move 

toward genuine prediction, by adding tracking and sequence models, report that their motion-analysis and risk-

validation components still need further work. 

 

The proposed Stampede Prediction and Alert System is framed as a response to this gap—combining YOLO-based 

detection with density-and-motion analysis and pairing it with a lightweight, real-time dashboard so that event 

authorities receive an early warning rather than a report after the fact. It is expected to predict dangerous crowd 

situations before accidents occur, improve public safety at festivals and other large gatherings, and help authorities 

manage crowd movement more effectively. The nearest-term future work is a trained CNN-based risk classifier to 

replace the current hand-tuned weighted formula, a cross-validation module and a labeled-dataset evaluation 

benchmarked against the baseline methods surveyed here, along with FFmpeg-based output re-encoding and a Chart.js 

analytics dashboard that are still pending build items; longer-term extensions include drone-based surveillance and 

mobile app integration for even faster reach to event staff. 
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